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WHY USING PARALLEL COMPUTING?

Parallel computers can be the only way to achieve e
specific computational goals in a given time . =1
: e \ CORES

CORE5S

Sequential system is too “slow”
Calculation takes days, weeks, months, years, ...
Use more than one processor to get calculation
faster

Sequential system is too “small”
Data does not fit into the memory
Use parallel system to get access to more memory

You realize you have a parallel system (multicore) and
you want to make use of its special features

PR ¢ o
https://9gag.com/gag/av5vmzd
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HIGH-PERFORMANCE COMPUTING (HPC)

High number of compute nodes

Vast amounts of memory

High-speed interconnects

IJ JULICH
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THE HISTORY OF HPC

* 1940 — 1950: first computers are Supercomputers (specialized, expensive)
* 1960 — 1980: vector computers dominate HPC,
while general purpose computers come to market at much lower prices
— Focus: floating operations (linear Algebra)
— Special purpose technologies (fast vector processors, parallel architectures)
% — Only few machines produced [J expensive!
1990 — 2000: cluster computers are born
— Integrate general purpose CPUs in HPC [0 more economic approach
— Many ,computers” connected through fast network
— Distributed memory O MPI
« 2010 — 2020: heterogeneous cluster systems
— CPU + Accelerator technologies (mostly GPUs) U more FLOPS/Watt
— Intel / AMD + NVIDIA /AMD / Intel

« 2020 - today: very large GPU-based systems in HPC,
while hyperscalers dominate Al-market, drive GPU design (and price),
% and build their own processors for their clouds \

Convergence between HPC and cloud
Member of the Helmholtz Association 10 June 2026 Page 7




HPC SYSTEMS ARE ACCELERATED

Last decade
More and more GPUs installed in HPC machines
More and more HPC machines with GPUs
More and more GPUs in each system

Future

GPUs selected as technology for enabling Exascale =
Even larger GPU machines with larger GPUs

SYSTEMS

100

50

ATI

2006 2007 2008 2009 2010 2011 2012 2013
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HPC AT JSC Sl

JUST Storage JURECA-DC JUWELS Cluster JUWELS Booster
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A 98,304 cores AMD EPYC Rome 122,768 cores Intel Skylake 44,928 AMD EPYC Rome 24,000 NVIDIA GH200

= 1+Pbyte 768 NVIDIA A100 GPUs 224 NVIDIA V100 GPUs 3,744 NVIDIA A100 GPUs (incl. 1,728,000 ARM cores)
43.000 Tapes 443 TByte memory 275 TByte memory 629 TByte memory 2880+2304 TByte memory
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12,384 vCPUs Cluster- + Buster- + 23,040 cores AMD EPYC 7742 Quantum Computing Platform
NVIDIA 16x V100, 3x A100 Data Analyse-Module 45 NVIDIA /100 GPUs JUQCS, Qaptiva 800
14 TiB memory, 1 TiB NVMe SU 75ot+ eI 25 46.8 TByte memory D-Wave, PASQAL, QSolid,
OpensStack Cluster BIRIOUEE 1.13 PFlops OpenSuperQplus
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REMOTE SENSING
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REMOTE SENSING FOR EO
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EARTH-ORBITING SATELLITES

Active Satellites by Mission Category — May 2025

—_— i 8,300
Communications A +3480
Earth-obs. / Remote-sens. [ 1'102030
. 600
Tech-demo / In-orbit R&D | A+185
Navigation / PNT | i7_|(_)15
. 120
Space-science / Astronomy [ A+1l
Earth-sci dedicated) | >°
arth-science (dedicated) A+5
Other / mixed | ;1 15
0 1000 2000 3000 4000 5000 6000 7000 8000

Active satellites (May 2025)

[1]: https://www. livescience.com/space/space-exploration/how-many-satellites-could-fit-in-earth-orbit-an d-how-many-do-we-really-need "How many satellites could fit in Earth orbit? And how many do we
really need? | Live Science"

[2]: https://www.androidauthority.com/starlink-satellites-in-orbit-333726 7/?utm_source=chatgpt.com "How many Starlink satellites are in orbit in 20257 - Android Authority"

[3]: https://interactive.satellitetoday.com/via/january-february-2025/how-space-based-data-will-drive-the-digital-economy? utm_source=chatgpt.com "How Space-Based Data Will Drive the Digital Econom

- Via Satellite"

[4]: https://www.brycetech.com/reports/report-documents/smallsats-2025/Bryce Tech_ Smallsats-by-the-Numbers-2025.pdf i

JULICH
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REMOTE SENSING FOR EO
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https://www.esa.int/ESA_Multimedia/Images/2019/05/ESA-developed_Earth_observation_missions
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DATA VOLUME

Heterogeneity -> Multimodality

Snapshot (-mid 2025)

Commercial constellations: Planet’s 200-plus ’
Doves/SuperDoves, Maxar’s WorldView + fresh Legion birds,
and ~40 small-SAR craft (ICEYE, Capella, Umbra) already put
= 250 satellites in orbit and pump out = 130 TB of raw imagery
every day — a little over two-thirds of all civilian EO data.

Institutional & government fleets: Europe’s Copernicus
Sentinels, NASA’s Landsat & wider EOS instruments, and
NOAA's weather satellites total = 35 operational spacecraft
and account for = 50 TB day-', the remaining third.

by the late-2020s, |daily EO downlink may cross 300 TBJ with
~80 % originating from private constellations, forcing ground
networks, cloud pipelines and analytics teams to scale just as
aggressively as the satellites themselves. s

Large data volume
Member of the Helmholtz Association 10 June 2026 Page 14
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https://www.gps.gov/multimedia/images/constellation.jpg#constellation
https://www.gps.gov/multimedia/images/constellation.jpg#constellation

DEEP LEARNING (FOR EO)

IJ JULICH
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ML/DL FOR EO

Deep-learning Remote Sensing Papers by Journal (2014-2025)
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MODEL SIZE GROWTH

Emergent abilities arise
past scale thresholds
(e.g., chain-of-thought,
imagenet-level vision)

Data efficiency now trumps
sheer size; more tokens —
bigger gains.

Compute & algorithmic
improvements double
effective performance
every =8 months.

Multimodal convergence:
unified text-vision models.

Member of the Helmholtz Association

Largest publicly announced Al training runs by company

Z EPOCH Al

— Google DeepMind Meta NVIDIA —— Yandex A Changes in leader
— Microsoft Baidu OpenAl = Huawei = Anthropic = * Other notable systems
Largest estimated training run to date (FLOP)
Claude 2
1026 GPT-4
PaLM (540B) A
Megatron-Turing NLG 530B
1024 GPT—‘Sk & —
AlphaGo Master A —— — - |
i I
1022 GNMT*— |_ I LLaMA 2
AlphaGo Fan &
10%° |
Seq2Seq LSTM 4
SPPNet A—J
108 _
1016
2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024

Publication date

10 June 2026
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SCALING LAWS

4.2

Power-law drop in loss with : L (D/5.4.1013)09% | 556 L= (/B8 1013)-007
T parameters, data, compute .5 39 48
A 3.6 4.0
S 4 '
Text: L= (N/8.8-10")*-0.076, g . 3.2
(D/5.4-10"3)*-0.095 ’
L = (Cmin/2.3 - 108)~0:050 2.4
Vision: Error = (N/1.3-10°)*-0.15, o7 6 e a0 it o T T
-1 09)A_ Compute Dataset Size Parameters
(D/1 1-10 ) 0.17 PF-days, non-embedding tokens non-embedding
Compute-optimal sweet spot - Kaplan, J., McCandlish, S., Henighan, T, Brown, T. B., Chess, B., Child, R., Gray, S., Radford, A., Wu, J., &
tokens =20 x parameters ("Chinchilla" Amodei, D. (2020, January 23). Scaling laws for neural language models (arXiv:2001.08361). arXiv.

rule)

Same slopes hold over 7+ orders of
magnitude

IJ JULICH
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ImageNet 10-shot error rate [%]

SCALING LAWS: VISION

—&—Ti/l6 8/16 B/32 —@—B/l6 ImageNet 10-shot error rate [%]
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Zhai, X., et al. (2021). Scaling Vision Transformers (Version 2). arXiv.
https://doi.org/10.48550/ARXIV.2106.04560
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FOUNDATION MODELS

Traditional Supervised Learning Approach

Large Labeled
Training Dataset

Large Labeled
Training Dataset

—_m— Application 2

Large Labeled
Training Dataset

Member of the Helmholtz Association

Unlabeled
Science Dataset

Recent trend: shift towards foundation models

)

10 June 2026
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Larger (more parameters)
Higher accuracy?

Foundation Model Approach

Application 1

Foundation

Model Application 2

Examples

Small Labeled
Training
Dataset

Zero Shot
Learning

Few Shot
Learning

S Application 3 Fine-tuning

Credit: Manil Maskey (NASA MSFC & NASA SMD/HQ)
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FROM FOUNDATION TO FRONTIER MODELS

+ Term coined in 2021 (Stanford CRFM) * Mainstream from 2023-24 (Frontier Model Forum)

* Pretrained on broad data, adapted to many downstream tasks « The few most-capable, largest general-purpose models
« Emphasis: a reusable base, transferability, stability « Emphasis: capability frontier, emergent abilities, scale

* The general class of models » A subset, defined by the state of the art

All frontier models are foundation models, but not all foundation models are at the frontier.

+ Forward-looking framing: it names the leading edge rather than the base layer.
A moving target: rapid releases keep pushing what counts as state of the art.
+ Governance and safety: regulators target "frontier Al" (e.g. EU Al Act, ~10725 FLOP systemic-risk threshold).

@) JULICH
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DISTRIBUTED DEEP LEARNING
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DISTRIBUTED DEEP LEARNING: DATA PARALLELISM

: e —— L=(D/5.4-10%3)700% | 5.6 —— L=(N/8.8-1013)-0076
Large models (higher parameter 3.9 48
(/)]
count) 2 3.6 40
1] [ ] J 4
Need for parallelization! B 3.3 32
F 3
3.0
L= {Coin/2.3 + 108)~0-050 =
2 r y y ’ 2.9 , . . . .
10° 107 107> 1072 107! 10! 108 109 10° 107 10°
Compute Dataset Size Parameters
PF-days, non-embedding tokens non-embedding

Kaplan, J., McCandlish, S., Henighan, T., Brown, T. B., Chess, B., Child, R., Gray, S., Radford, A., Wu,J., &
Amodet, D. (2020, January 23). Scaling laws for neural language models (arXiv:2001.08361). arXiv.

IJ JULICH
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DISTRIBUTED DEEP LEARNING

Model Parallelism

Data Parallelism |

, C—
Parameter Server W = W - 77AW

P o
= 5
i 5 >
of/w TN\ 3 "
el (JOU)| (OO (OO0 = <
w00 |00 00 & :
= =
& ®
Data > N
Shards
https://pub.towardsai.net/understanding-data-and-model- oo
parallelism-in-large-scale-ai-training-2d7d79110e80 'J JULICH
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TOOLS FOR DISTRIBUTED DEEP LEARNING

) HOROVOD ]

O PyTorch
<

NVIDIA.

deepspeed

('l Colossal-Al

%o Ray Train

Member of the Helmholtz Association

2013 - DistBelief (Google) first large-scale parameter-server architecture

2015 —-TensorFlow PS & SyncReplicas standardised PS + all-reduce hybrids

2016 — MXNet KVStore flexible data/model parallel key-value store

2017 —Horovod (Uber) ring-allreduce over MPI/NCCL; drop-in for TF & Keras

2018 —PyTorch DDP gradient bucketing; NCCL backend becomes default

2019 —Megatron-LM (NVIDIA) tensor & pipeline model-parallelism for >10B-param LMs
2020 — DeepSpeed (Microsoft) ZeRO optimizer sharding, 8-bit optimisers

2021 —PyTorch FSDP fully-sharded data-parallel; near-linear scaling

2022 — Alpa / Colossal-Al automatic 3-D parallel + memory optimisation

2023 —Ray Train 2.x elastic autoscaling clusters; heterogeneous resources

2024 —vLLM / Paginated KV-cache inference-oriented distributed serving

IJ JULICH

Forschungszentrum
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DISTRIBUTED DEEP LEARNING: IS THAT ALL?

$ - 4
Parallelism techniques N\l
(data, model, expert ' /L/l\

parallelism, ...)

Flash Attention
Kernel Fusion

Hyperparameter
Optimization

Inference &
deployment

IJ JULICH
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DISTRIBUTED DEEP LEARNING: MEMORY OPTIMIZATION

« Memory 2 Compute 2 Communication

trade-off
« Every scaling trick pushes stress along
triangle Memory
Communication Compute

IJ JULICH
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IS HPC NEEDED FOR DEEP LEARNING IN EO?

IJ JULICH
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GEOSPATIAL FOUNDATION MODELS

« (Geospatial Foundation Models (GFMs) are
pretrained models that exhibit good
transferability on a variety of downstream tasks

* Pretrained on large datasets ( > millions of

images)

« Data and compute-hungry

2019 2020

—

Distributed training for EO

2021

SSL4EO

Larger dataset: e.g., BigEarthNet

Member of the Helmholtz Association

Beginning of FMs in EO

10 June 2026

2022
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Inputs Sampled target tokens
Ve EENEEE

t t t t ¢+ t t t

- TerraMind % TerraMind

.~ Decoder

.~ Encoder

0°50'N
122°75'E
t ¢t

t ot ottt ot ot ot t ot ot ottt

HEEEEEEE [ H0O0
Sampled input tokens Mask tokens
Pretraining TerraMind: Jakubik, J., et al. (2025). TerraMind: Large-

Scale Generative Multimodality for Earth Observation.
https://doi.org/10.48550/ARXIV.2504.11171

2023 2024 2025
. Multimodality Embeddings
E.g., Pthvi-EO hoEA TerraMind AlphaEarth
Foundation

Benchmarking: GEO-Bench, PANGEA
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TOWARD GEOSPATIAL FRONTIER MODELS?

In EO the standard term is still "geospatial foundation model” (GeoFM). A "frontier” framing is only emerging - and for EQO it is less about
raw parameter count.

Scale and multimodality: optical, SAR, elevation, weather, text No single model wins everywhere (GEO-Bench-2, 2025)
* Generative, any-to-any models that infer missing modalities * Natural-image models still lead on high-resolution RGB
» Geospatial reasoning and agentic pipelines (EO + language + + EO-specific models lead on multispectral / multitemporal data
context) « The edge is the right inductive biases + multimodality, not just
* Global embedding fields as ready-to-use products parameter count

» Adeployment frontier: on-board / in-orbit and edge inference

(R nderpin il o g, mltimodel fusion and lrge scledeployment || g 0 1131 (o
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RESOURCES FOR PROTOTYPING, HYPERPARAMETER
OPTIMIZATION AND PRETRAINING

* 1 million GPU-hours used last year for Prithvi-
EO-2.0 and TerraMind on JUWELS-Booster,
JURECA and JEDI (Nvidia A100, H100 and
GH200)

* 114 years using a single GPU, 1 year using 100
GPUs

« Commercially, computing time worth 3-6 M
Euros

https://www.fz-

juelich.de/en/ias/jsc/systems/superco
mputers/juwels

lJ JULICH
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SHOU LD WE SCALE THEN? “All that glisters is not gold”

PANGAEA
Model Performance vs FLOPs

21 x Other Models % TerraMiind v1-B
o % TerraMind Models x TerraMind v1-L
= U-Net Baseline w TerraMind v1-B-single
0 Our newest models
T -
m
]
[
<
-
£ 5
S -2
=
CROMA
o %, DOFA
c
o
U _4
= 5% GFM-Swin
(]
3 x RemoteCddl 4F0-512 (MoCo/DINO/MAE/Data2Vec)
S
c 6] x SatlasNet MORE COMPUTE
©
g  SCHERFER2ICPT — | | |
Prithyi-100M https://christopherren.substack.com/p/geospatial-foundational-
X disappointments
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GEOSPATIAL FOUNDATION MODEL: DOWNSTREAM

Performance in Low-Data Regime: Foundation Models vs Baseline

ViViT (Sen4Map)
75| \ —e— Prithvi-EO-1.0-100M
- . —e— Prithvi-EO-2.0-300M
Q: Is pretraining a foundation o o Prithvi0-2.0-600M
model worth it?
701
Foundation models perform v
better in data scarce regime 7
than supervised baseline c f
s
60 Less data on downstream task
— 7-pt
55t
110 0j5 0.|25 0.1|25 0.0625

Fraction of Labeled Data (log scale)

Land cover classification accuracy, adapted from https://arxiv.org/pdf/2412.02732
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TRADE-OFF COST VS ACCURACY

Trade-off: CO, Emission vs mF1 (Decoder-only vs Full Fine-tuning)

90 —0
.__
Q: Is pretraining a foundation ol | * —
model worth it?
88
Computing costs (energy © g7
consumption, CO2 emissions s
too) are relatively low for fine- g%
tuning and inference 85
—e— Scale-MAE
84 Prithvi
—e— DOFA
83 —— ViT
o} ® —&— ResNet-50
0.02 0.03 0.04 0.05 0.06

CO; Emissions (kg)

Derived from Ghamisi, P., et al.. (2025). Geospatial Foundation Models to
Enable Progress on Sustainable Development Goals (Version 1). arXiv.

https://doi.org/10.48550/ARXIV.2505.24528 l o0
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IS HPC NEEDED?

E.g.,
nerati

&+ d(and

hosting)
embeddin
PRETRAINING R ‘ gs
HEAVY WORKLOADS
PYTORCH DDP, FSDP LIGHTER-WEIGHT NOT RESOURCE-HUNGRY
WORKLOADS DEPLOYMENT AT SCALE
PARAMETER-EFFICIENT EDGE COMPUTING
TUNING
HPC is NEEDED USEFUL

lJ JULICH

Member of the Helmholtz Association 10 June 2026 Page 41 Forschungszentrum



ADDITIONAL MATERIAL AND COURSES

 Courses on HPC offered at JSC: https://www.fz-
juelich.de/en/ias/jsc/news/events/training-
courses/2025

« Great guide on distributed deep learning, there’s

also a widget to check memory for parameters,

activation, etc.:
https://huggingface.co/spaces/nanotron/ultrascale-
playbook
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o

GRAZAS POLA
SUA ATENCION!

The Alchymist, in Search of the
Philosopher's Stone (1771)
by Joseph Wright of Derby
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