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Executive Summary

Large language models (LLMs) show remarkable results on natural language processing (NLP) tasks

e Usually trained on open source general purpose data

* Usually in encoder, encoder-decoder, decoder form factors

e Tasks include Document Classification, Named Entity Recognition, Information Retrieval, QA, Summarization, Paraphrasing

LLMs trained using domain-focused corpora perform better on specialized tasks
. Finance, Biology, Cybersecurity, Science

Need for LLMs focused on earth science, biology, physics, heliophysics, planetary sciences , astrophysics and space science
domains

* An encoder model trained using domain-specific vocabulary and corpora to address natural language understanding tasks
* A contrastive-learning-based general text embedding model to address information retrieval tasks

* Smaller versions of these models created using knowledge distillation techniques to address applications which have latency or resource
constraints.

Need for benchmarks in these domains
e CLIMATE-CHANGE NER (entity-recognition)
* NASA-QA (extractive QA)
* NASA-IR (IR) to accelerate research in these multi-disciplinary fields.
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Encoder-Decoder Models Like T5/BAR
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1601297 |t|Electrocardiographic evidence of myocardial injury in psychiatrically
hospitalized cocaine abusers.
1601297|a|The electrocardiograms (ECG) of 99 cocaine-abusing patients were
1 | * *\ % compared with the ECGs of 50 schizophrenic controls. Eleven of the cocaine
! #$%& () )+& ,$- _/( ) . ( » abusers and none of the controls had ECG evidence of significant myocardial

injury defined as myocardial infarction, ischemia, and bundle branch block.

1601297 33 50 myocardial injury Disease D009202
1601297 83 90 cocaine Chemical D003042

1601297 135 142 cocaine Chemical D003042

1601297 194 207 schizophrenic Disease D012559
1601297 232 239 cocaine Chemical D003042

1601297 305 322 myocardial injury Disease D009202
1601297 334 355 myocardial infarction Disease D009203
1601297 357 365 ischemia Disease DO007511

1601297 371 390 bundle branch blockDisease DO002037
1601297 CID D003042 D009203

1601297 CID D003042 D002037

3 glycosylation leads to angiotensin |l formation followed by p53
n of the renin-angiotensin system, and apoptosis, ventricular myocytes

O - 1#$()&23II44*5*_")*. (» imicking diabetic hyperglycemia.] At a high glucose concentration,

veen 10 and 20 min, reached its peak at 1 h, and then decreased with
6 $() $( $ & 6*#*3"7*) + sed at 45 min and 1 h, resulting in p38 mitogen-activated protein (MAP)
= t Ser 390, p53 phosphorylation was absent at the early time points,
sing progressively from 3 h to 4 days. Phosphorylated p53 at Ser 18 and

$3")* (48*9&' ')7"_)* ( es were identified with hyperglycemia, whereas extracellular signal-regulate
, n n n

with an accumulation of angiotensinogen and AT(1) and enhanced productic
. * 1s paralleled the concentrations of glucose in the medium and the duration o
,(5$7$(- (/ cose and angiotensin |l levels. |Inhibition of O-glycosylation prevented the in
horylation and apoptosis. [AT(1) blockade had no influence on O-glycosylatic
nted phosphorylation of p38-MAPK by angiotensin Il Inhibition of p38-MAP¥F

sion, these in vitro results support the notion that hyperglycemia with diabete
fector responses involving the local renin-angiotensin system.




Question

3 answers from articles

Answer

may increase the likelihood of severe storms

~ Show
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How does CAPE act on severe thunderstorms?

answer in context

how does cape act on severe thunderstorms . Q

Q. All ) News [»] Videos L] Images [*¥] Books : More Tools

About 8,550,000 results (0.60 seconds)

What is CAPE? CAPE or Convective Available Potential Energy is the amount of fuel
available to a developing thunderstorm. More specifically, it describes the instabilily of the
atmosphere and provides an approximation of updraft strength within a thunderstorm.

https://www.weather.gov » ilx > swop-severetopics-CAPE

1.000

Increases in convective available potential energy (CAPE)—the energy available to a parcel of air rising through a cloud—may increase the likelihood of severe
storms. Model simulations have shown that global warming will increase CAPE in the tropics, but scientists do not fully understand why this occurs or what the
implications may be for future precipitation intensity.
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NASA Encoder Model : slate.nasa.125m.english

| ’_('/OO/+"(1+2%"# Dataset for encoder.125m.english.nasa
| 3414(58&+6(748&/+8#(9+64/"#

I General (Wikipedia) T Tl e
| Biology (Pubmed, PMC)

I Astronomy, Astrophysics, Physics,
Maths, General Science (ADS)

| Earth Science (AMS, AGU, NASA)
| :8#1+6(7+*4.
| +<=>4 <4#%(*04+##

PMC, 18.528B, 28%

PubMed, 6.86B, 10%

NASA ADS, 32.74B, 49%
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Tokens in Roberta & NASA Tokenizer: 50265

Common Tokens in Roberta and NASA Tokenizer: 22355
"IE#BI%&'()* '+,#)*.'[0/$-)*"%11%+!2)*345)*(6/#!)*#!,(/%
0/&,+'/%)*$,(/0'%!)*7(,&#'8'8325* ,'2()* +1#()*:%'8"12)*;5<=

Tokens in Roberta Tokenizer that are not in NASA tokenizer: 27910
>0'1%)*?@+'/%),0)*Al & BHOPHBCIH,02)*&6,%+)*D+6!#)
DEG6'.'+)*D%,.0!2)*2!0'$6+8:0)*F!08)*,0G-)*H!,#%!2)*C6!-

Tokens in NASA Tokenizer that are not in Roberta tokenizer: 27910
""00/6'(+/&6!"" (+#-)*,%+'8:%%$,0)*2","I+1#()*
@/0-&#-(+,00'%)*(@0'&!2)*:%&/,+12)*&'#&:0,+'%$)*,E!(
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Input text
novel tau biomarkers phosphorylated at t181, t217 or t231 rise in the 1nitial stages of the preclinical
alzheimer’s continuum when only subtle changes in a pathology are detected

Tokenization by ROBERTa
<s>no vel t au biomark ers phosph ory lated at t 181, t 217, or t 231 rise in the initial stages of the preclinical
al z heimer ’ s continuum when only subtle changes 1n a pathology are detected </s>

Tokenization by INDUSBPE
<s>novel tau biomarkers phosphorylated at t 181, t 217, or t 231 rise in the nitial stages of the preclinical
alzheimer ’ s continuum when only subtle changes in a pathology are detected </s>

Table 3: Tokenization comparison between RoBERTa and our tokenizers. Input text adapted from Sudrez-Calvet
et al. (2020).
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Base model (125M params.)

Task Metric Dataset ROBERTa  SCIBERT INDUSgask
BC5-chem 90.3(0.2) 91.40.2) 93.3(0.2)
BC5-disease 81.5(0.3) 83.7(0.3) 85.2(0.3)
NER Entity F1 NCBI-disease | 87.6 (0.6) 87.6(0.4) 88.3(0.4)
BC2GM 82.1 (0.3) 82.3(0.2) 84.0(0.3)
JNLPBA 79.1 (0.2) 78.2(0.2) 80.3(0.2)
PICO Macro F1  EBM PICO 72.3(0.3) 72.40.3) 73.1(0.2)
Relation ChemProt 504 (28.2) 73.9(0.7) 76.9 (0.5)
Bxtiaction Micro F1 DDI 78.6 (1.5) 80.1(1.0) 81.7(0.5)
GAD 80.0(1.1) 81.6(1.2) 79.4(5.6)
Document
Classification Micro F1 HoC 82.2(0.7) 83.1(0.6) 83.7(0.5)
Questiqn Accurac PubMedQA 53.1(3.3) 543 (3.8) 58.2(6.7)
Answering Y BioASQ 69.1 4.8) 74.6 (4.5) 69.6 (5.8)
Sentence
Similarity Pearson BIOSSES 79.8(6.3) 86.3 (3.5 72.2(9.5)

/0
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Model F1 (SD)

ROBERTa 60.8 (0.8)
SCIBERT 61.8 (0.7)
INDUSgASE 64.0 (1.0)

Climate Change

Model F1 (SD)
ROBERTa 66.8 (3.1)
SCIBERT 63.5 (1.9)
INDUSgASE 68.2 (2.9)

NER NASA Extractive QA
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Average Latency For NER, QA, Classification

Model F1 (SD)
102.21 ROBERTa 60.8 (08)
SCIBERT 61.8 (0.7)
INDUSgasg  64.0 (1.0)
TINYBERT 34.3 (1.6)

120

100

80

60

Latency in ms

40

2 12.91 19.52 MINILM 447 (1.3)
7.54
. B e - INDUSsmar.  34.8 (0.8)
V100 4 Core CPU

Climate Change NER

m NASA 125M EB3 = NASA 30M EB4

See paper for more results : 2405.10725 (arxiv.org)

I"H$%68& ()*+,)-.


https://arxiv.org/pdf/2405.10725

INDUS Embedding Models for Retrieval
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Embeddings Training Data:

Dataset Num. Pairs Data Category Data Format
I ,) StackOverflow! 18562443  Title-Body s2p
. sy @ (34 14 (A4/ &# StackExchange Math' 2201906 Title-Body s2p
S20RC [title - abstract] (Lo et al., 2020) 41769185  Title-Body s2p
1" * S20RC Citation Pairs [Abstracts] (Lo et al., 2020) 52603982  Title-Body p2p
! A4/&#(+ 5 (94 14 (/ 9/ 4 1 % (&.% StackExchange [title - body]’ 5415570 Title-Body s2p
. . Wikipedia (Fader et al., 2014) 6458670 Title-Body s2p
I Natural |y available in text + Arxiv (Clement et al., 2019) 2358545 Title-Body $2p
NASA ADS [title - abstract] 2633240 Title-Body s2p
An notate d PubMed [title - abstract] 24001387  Title-Body s2p
PMC [title - abstract] 2585537 Title-Body s2p
| Includes domain-s pec ific pa irs StackExchange Duplicate Questions [title-body - title-body]T 250460 Duplicate Questions  p2p
StackExchange Duplicate Questions [body - body] 250519 Duplicate Questions  p2p
| 1 _ 1 1 StackExchange Duplicate Questions [title - title]’ 304525 Duplicate Questions ~ s2s
' Tlt I € BOdy’ QA pa I rS’ D u p I I Cates’ WikiAnswer Pairs (Fader et al., 2014) 77427422  Duplicate Questions  s2s
E nta | I me nt pa | rs Specter Pairs (Cohan et al., 2020) 684100 Citation Pairs s2s
S20RC Citation Pairs [Titles] (Lo et al., 2020) 52603982  Citation Pairs s2s
| SQuAD (Rajpurkar et al., 2016) 87599 Question Answers s2p
- E ac h com p one nt cou I d b €d NQ (Kwiatkowski et al., 2019) 100231 Question Answers s2
p
Se nte nce or Pa raera h SearchQA (Dunn et al., 2017) 582261 Question Answers s2p
g p StackExchange [title - answer] 4067139 Question Answers s2p
StackExchange [title-body - answer] 187195 Question Answers p2p
PAQ (Lewis et al., 2021) 64371441 Question Answers s2p
FEVER (Thorne et al., 2018)* 109810 Fact Verification s2p
HotpotQA (Yang et al., 2018)* 85000 Question Answering  s2p
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Qreps = model.encode(Q)
Preps = model.encode(P)

QP = Qreps- Preps
losSgistii_score = cross_entropy(QPs,softmax(QPr))
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I queries = questions
I corpus = gold answer paragraphs + 200K sampled NASA Abstracts
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Open Sourced: https://huggingface.co/datasets/nasa-impact/nasa-smd-IR-benchmark
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Performance on NASA-IR set
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https://huggingface.co/BAAI/bge-base-en-v1.5
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Ablation: NASA Encoder and Data

Generic Roberta Model +FT on General Indus-Base + FT on General Data
Data

I"#$%&'()*&+&,-.&/,&+&0#123844586766&+&8&6766&/90&.#"%0#" (2:#1

Indus-Base + FT on General Data + NASA
Data

Indus-
Base substantially helps
NASA-IR (12%) over using

the general Roberta Encoder

NASA data substantially
helps in the NASA IR tasks

(6% improvement over using
only General Data)

Overall 18% gain relative
over using a general model
with general purpose data

6G
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Embeddings in the RAG Setup
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Models are Open Sourced on HuggingFace

Source Sentence

Sentence Transformers : Jupiter is a planet
Base: https://huggingface.co/nasa-impact/nasa-smd-ibm- entences to compare o
st-v2 .

I . . . Sunis a star
Small: https://huggingface.co/nasa-impact/nasa-ibm-

St38m Moon is a satellite

earthis a planet

Encoder Models:

Base: https://huggingface.co/nasa-impact/nasa-smd-ibm- e

M Compute

Small: https://huggingface.co/nasa-impact/nasa-smd-

ibm-distil-v0.1 o te a e 0.601
Moon is a satellite 9.609
earth is a planet 9.709
</> JSON Output Maximize
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